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Abstract. The overwhelming flood of data in intensive care medicine
precludes consistent judgement of medical interventions by humans. The-
refore, computerized decision support is needed to assist the health care
professional in making reproducible, high-quality decisions at the bed-
side. Traditional expert systems rely on a tedious, labor-intensive and
time-consuming approach in their development which falls short of ex-
ploiting existing numerical and qualitative data in large medical data-
bases. Therefore, we applied a new concept of combining time series
analysis and a knowledge base system with learning and revision capa-
bilities (MOBAL) for rapid development of decision support algorithms
for hemodynamic management of the critically ill. This approach could
be successfully implemented in an existing intensive care database hand-
ling time-oriented data to validate and refine the intervention rules. The
generation of hypotheses for identified contradictions lead to conclusive
medical explanations that helped to further refine the knowledge base.
This approach will provide for a more efficient and timely development
of decision support algorithms.

1 Introduction

In critical care an abundance of information is generated during the process of
care. In the last several years a small number of clinical information systems
(CIS) has become commercially available for use in intensive care. These sy-
stems provide for a complete medical documentation at the bedside. Their cli-
nical usefulness and efficiency has been shown repeatedly in recent years [3,?,?].
Databases with more than 2000 separate patient-related variables are now avai-
lable for further analysis [5].
The multitude of variables presented at the bedside even without a CIS precludes
medical judgement by humans. We can currently be confronted with more than
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200 variables in the critically ill during a typical morning round [16]. We know,
however, that an experienced physician may not be able to develop a systema-
tic response to any problem involving more than seven variables [12]. Moreover,
humans are limited in their ability to estimate the degree of relatedness between
only two variables [10].
This problem is most pronounced in the evaluation of the measurable effect of
a therapeutic intervention. Personal bias, experience, and a certain expectation
toward the respective intervention may distort an objective judgement [2].

1.1 Data Situation

In modern intensive care, every minute numerous measurements are taken at
the bedside. This generates a very high dimensional data space for each patient.
However, the values of some vital signs are sometimes only recorded once every
hour, while other vital signs are only recorded for a subset of patients. Hence, the
overall high dimensional data space is sparsely populated. Moreover, the average
time difference between intervention as charted and calculated hemodynamic ef-
fect can show a wide variation [7]. Even the automatic measurements can be
noisy due to manipulation of measurement equipment, flushing of pressure tran-
sducers, or technical artifacts. To make it even worse, relevant demographic and
diagnostic parameters may even not be recorded at all.
In summary, we have masses of noisy, high dimensional, sparse time series of
numerical data. Medical experts explain the numerical data in qualitative terms
of high abstraction. The background knowledge given by the expert covers fun-
ctional models of the human body as well as expertise in the proper treatment
of intensive care patients including effects of drugs and fluids. In the expert’s
reasoning, time becomes the relation between time intervals, abstracting from
the exact duration of, e.g., an increasing heart rate and focusing on tendencies of
other parameters (e.g., cardiac output) within overlapping time intervals. Thus
we have complex qualitative background knowledge explaining both the patient’s
and the physician’s behavior.

1.2 Decision Support Systems in Intensive Care Medicine

Using data from the most comprehensive singular clinical data repository at the
LDS hospital, Salt Lake City, Utah, USA, the group of Morris [20] developed
a rule-based decision support system (DSS) for respiratory care in acute re-
spiratory distress syndrome. The development of this highly specialized system
required more than 25 manyears.
It is a propositional rule base without a mechanism for consistency checking
or matching rules and data. All currently known medical DSS are based on
manually acquired expert knowledge which is refined in an iterative process of
prospective trials. Numerical aspects of existing data from the processes that
are to be controlled by these DSS are not integrated in the development of these
expert systems.
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This traditional approach to the development of knowledge bases and DSS has
several serious shortcomings:

- Expert knowledge is not necessarily validated against clinical data.
- Many underlying pathophysiological mechanisms are not fully understood.
- Clinical experiments in intensive care are difficult or not feasible at all.
- Prospective trials for validation of the decision support algorithms, especially

at an early stage of development, are costly, time-consuming and may not
represent actual clinical practice.

With the advances of artificial intelligence and knowledge representation in re-
cent years, consistency of rules and (patient) data can be checked automatically.
Formalisms of first-order logic allow to represent relations between time intervals.
Therefore, knowledge can be formalized and validated against highly multiva-
riate data structures. However, this opportunity has not yet received appropriate
attention. Until today only few applications of artificial intelligence to medical
databases have been reported from the fields of pathology [11], infectious disea-
ses [22], epidemiology [23], and cardiology [18]. None of these applications were
done in the time domain analyzing temporal patterns of on-line monitoring data
or other repeatedly measured variables in critical care.
Our new approach combines modeling of expert knowledge with data-driven
methods. The knowledge base is validated against existing patients’ data. This
approach is meant to be significantly more effective than the tedious, time-
consuming, and costly process of traditional DSS development.

2 Conceptual Framework

Looking again at the list of advantages of computer-assisted decision support in
intensive care, we obtain a list of requirements for the system to be built. The
system must base its decisions on explicit medical methods. We do not aim at
modeling the hemodynamic system, the cardiac processes of patients. Neither
do we aim at modeling the actual physician’s behavior. Instead, the knowledge
base must represent a therapy protocol which can be applied to measurements
of the patient. While this may resemble the early days of knowledge acquisition
for expert systems, the task at hand goes beyond classical medical knowledge
acquisition, since the system has to cope with high dimensional data in real
time. Its task is on-line monitoring, not heuristic classification or cover and
differentiate. Moreover, the data consists of time series. Time stamped data do
not necessarily require sequence analysis methods. For an application, we have
to determine whether points in time, time intervals and their relations, or curves
of measurements offer an adequate representation. These questions point at the
problem of finding an adequate representation. Two sets of requirements on the
capabilities of the representation can be distinguished:

- The representation must handle numerical data, valid in one point in time,
and time series. For each point in time, it must classify whether and which
therapy intervention is appropriate for the patient.
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- The representation must handle relations of time intervals, interrelations of
diverse drugs and relations between different parameters of the patient. It has
to derive expected effects of medical interventions from medical knowledge
and compare expected outcome with actual outcome.

The requirements are conflicting. While we know good formalisms for each of
the sets, we are not aware of a representation that fulfills both sets of demands.
Hence, we decided to break down the overall reasoning into several processes
and find an appropriate representation for each of them, independently.
The patients’ measurements at one point in time are used in order to recommend
an intervention. This corresponds to clinical practice where for each point in time
a recommendation for optimal treatment is needed. Of course, one of the recom-
mendations may be not to change the current therapy. The recommendation of
interventions constitutes a model of physicians’ behavior. Its recommendations
are input into the knowledge base. A recommended intervention is checked by
calculating its expected effects on the basis of medical knowledge. Medical know-
ledge qualitatively describes a patient’s state during a time interval and effects of
drugs. It constitutes a model of the patient’s hemodynamic system. The medical
knowledge base uses relations between time intervals and their abstract charac-
terizations. To this end, patient’s measurements are abstracted with respect to
their course over time. The abstraction mechanism handles curves of measure-
ments. It is straightforward to determine appropriate representations from this
conceptual framework: Data abstraction and state-action rules use numerical
functions, the other modules use a restricted first-order logic. The integration
of numerical and knowledge-based methods allows us to validate the processes
carefully. In detail, the processes we have designed are:

Data abstraction: From a series of measurements of one vital sign of the
patient, eliminate outliers and find level changes. This abstracts the measu-
rements to qualitative propositions with respect to a time interval.
State-action rules: Given the numerical data describing vital signs of the
patient and his or her current medication, find the appropriate intervention.
An intervention is formalized as increasing, decreasing or not changing the
dose of a drug. The decision is made every minute.
Action-effect rules: Given the state of a patient described in qualitative
terms, medical knowledge about effects of substances, relations between dif-
ferent vital signs, interrelation between different substances, a sequence of
interventions, and a current intervention, find the effects of the current inter-
vention on the patient. The derivation of effects is made for each intervention.
Conflict detection: Given the expected effect of a medication for a patient
and his or her actual state, find inconsistencies.
Conflict explanation: Given interventions with effects on the patient that
follow the medical knowledge and those that are in conflict with medical
knowledge, find characterizations which separate the two sets.

Following this conceptual framework we have developed a knowledge that, for
medications affecting the cardiovascular system in the critically ill,
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- provides explicit expert knowledge,
- validates and refines this knowledge against existing, i.e., historic, real-world

data,
- generates explicit, exportable, and executable rules for measurements from

the patient’s cardiovascular system.

The knowledge base is coupled with an abstraction mechanism that detects
outliers and level changes.

3 Methods

3.1 Data Acquisition and Data Set

On a 16-bed surgical ICU all medication data was charted with a CIS, allowing
the user one minute time resolution for all data. This data was transferred into
a secondary SQL database and made available for further analysis.
The entire database comprises about 2000 independent variables. On-line moni-
toring data was acquired from 148 consecutive critically ill patients (53 female,
95 male, mean age 64.1 years), who had pulmonary artery catheters for extended
hemodynamic monitoring, in one minute intervals from the CIS amounting to
679,817 sets of observations.
¿From the original database hemodynamic variables, vasoactive drugs, and some
demographic data were selected for the analysis (table 1). This was done follo-
wing medical reasoning and due to the limitation of the medical knowledge base
to the cardiovascular system.

Table 1. Data set for knowledge base validation

Vital Signs Continously Given Drugs Demographic Attributes
(measured every minute) (changes charted at (charted once at admission)

1-min-resolution)
Diastolic Arterial Pressure Dobutamine Broca-Index
Systolic Arterial Pressure Adrenaline Age
Mean Arterial Pressure Glycerol trinitrate Body Surface Area
Heart Rate Noradrenaline Emergency Surgery (y/n)
Central Venous Pressure Dopamine
Diastolic Pulmonary Pressure Nifedipine
Systlic Pulmonary Pressure
Mean Pulmonary Pressure

3.2 Development and Validation of the Knowledge-Based System

The actual dev elopment and validation of the knowledge-based system was a
process of four components:
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- Development of a knowledge base with the help of a medical expert.
- Data abstraction of time oriented data with time series analysis.
- Knowledge discovery of state-action rules in the medical database using ma-

chine learning.
- Validation of the expert system against existing data from the CIS database

using the MOBAL system and incorporating the data abstraction from the
time series analysis. The knowledge discovery of state-action rules is descri-
bed in [14]. Here, we present the integration of time series analysis with the
knowledge base of action-effect rules.

Medical knowledge base. A medical expert defined the necessary knowledge.
This knowledge is medical textbook knowledge for the cardiovascular system. It
reflects direct pharmacological effects of a selected list of medical interventions
on the basic hemodynamic variables. Any interaction of these interventions with
other organ systems or of other organ systems with the cardiovascular system
were ignored. An excerpt of intervention-effect relations is shown in table 2.

Table 2. Medical knowledge base for hemodynamic effects. +=increase of the res-
pective variable or intervention; -=decrease of the respective variable or intervention;
0=no change

E�ect on hemodynamic variables

Mean

Mean Pulmonary Central
Intervention Heart Rate Arterial Artery Venous Cardiac

Pressure Pressure Pressure Output

Dobutamine + + + + 0 +
- - - - 0 -

Adrenaline + + + + 0 +
- - - - 0 -

Noradrenaline + - + + 0 -
- + - - 0 +

Nitroglycerine + + - - - +
- - + + + -

Fluid intake/ + - + + + +
output - + - - - -

For modeling medical knowledge in terms of action-effect rules we chose a re-
stricted first-order logic. Using the MOBAL system [15] it was extremely easy to
write the according rules. It offers a compact representation of medical knowledge
with a small number of rules, fulfilling the real-world demand for a knowledge
base to be understandable by humans and accessible for expert validation. In
addition, the knowledge base directly serves as background knowledge for lear-
ning refined rules and for doing knowledge revision. Discussions with experts in
intensive care showed that the knowledge base is, in fact, understandable. The
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consistency checking of MOBAL allows to automatically detect cases where the
actual patient state differs from the predicted effect of an intervention. Experts
find it very useful to discuss a rule in the light of selected contradictory ca-
ses.Based on information from the medical expert we built a compact knowledge
base modeling the effects of drugs. Not counting patients’ records, the knowledge
base consists of 39 rules and 88 facts. An example of facts and rules is shown in
table 3.

Table 3. Excerpt from the knowledge base in MOBAL

% Facts:
contains(dobutrex,dobutamin).
med effect(dobutamin,1,10,hr,up).
opposite(up,down).

% Rules:
intervention(P,T1,T2,M,D1) &
intervention(P,T2,M,D2) &
contains(M,S) &
med effect(S,From1,To1,V,Dir) &
med effect(S,From2,To2,Dir) &
ne(From1,From2) & gt(D2,D1) &
lt(D1,To1) & ge(D1,From1) & lt(D2,To2) & ge(D2,From2)
→ interv effect(P,T2,T3,M,V,Dir).

% Patient Data:
level change(pat460, 160, 168, hr, up).
intervention(pat460, 159, 190, dobutrex, 8).

The example rule states that increasing the dose from D1 to D2 of a drug M
leads to an increasing effect on the parameter V of a patient P. The time intervals
in which a certain dose is given to the patient are immediate successors. The
dose is changed significantly. Using unification, the effect of the substance, Dir,
is propagated to the time interval following the intervention, i.e. T2 to T3.

Data abstraction. Time series analysis was employed for data abstraction of
the time oriented variables. After previous studies [6] phase space models were
used for this analysis.
Phase space models are based on a transformation of time series in an Euclidean
space. This transformation is called Phase Space Embedding, a technique derived
from the theory of nonlinear dynamic systems. Given a time series (xt) with N
observations, Packard [17] and Takens [19] constructed so-called phase space
vectors xt, which are defined by:

xt = (xt+m−1, . . . , xt+1, xt), xt ∈ R, t = 1, . . . , N − m + 1, m ∈ N\{0} (1)
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Here, m is called embedding dimension. Numerous rules exist for choosing m
in nonlinear models. In most cases the components of the phase space vectors
are not neighboring observations, but rather they are separated by a time delay
[9,?]. Focusing on stochastic processes it is necessary to take into account the
dependencies of neighboring observations. Thus for the choice of only those pre-
ciding observations are considered, which have a direct influence on the present
observation.
The components of xt are chronological observations with a time delay (lag)
always of one. This improves the identification of patterns as dependencies bet-
ween consecutive observations are taken into consideration.
The identification procedure, that we developed, uses the differenced time se-
ries dt, which is dt = yt − yt−1, t = 2, . . . , N . In a differenced series an abrupt
level change will be represented by one outlier. The procedure focuses on the
identification of these observations. On the basis of the movement of the phase
space vectors, which contain such observations, a discrimination between diffe-
rent patterns is done. The vectors dt, t = 2, . . . , N were analyzed in consecutive
order whether they pointed into a distant region. If a vector lies in a distant
region, i.e. the vector extrudes from the cloud, it can be discriminated between
different patterns after observing further values (a detailed description of the
methodology is given in [1]).

Validation. The inference engine of MOBAL derives from patient data expected
effects.and compares them with actual effects. Overall, the patient data contain
8,200 interventions. 22,599 effects of the interventions were derived using for-
ward chaining. In order to compare the predicted effects with the actual ones,
we distinguish three types of conformity or contradiction. A predicted effect is

weakly conform with observed patient behavior, if no level change is obser-
ved, the patient’s state remains stable;
strongly conform with observed patient behavior, if the observed level change
has the same direction as is predicted by the rules;
contradictory with observed patient behavior, if a level change is observed
into a direction opposite to the one predicted by the rules.

Note, that weak conformity is not in conflict with medical knowledge, but shows
best therapeutic practice. Smooth medication keeps the patient’s state stable
and does not lead to oscillating reactions of the patient. The explanation of
conflicts between prediction and actual outcome requires to investigate many
hypotheses. For this task, we used the rule learning tool RDT of the system [13].

4 Results

When matching the derived effects with the actual ones, the system detected:

weak conformity: 13,364 effects (59.14%) took place in the restricted sense,
that the patient’s state remained stable.
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strong conformity: 5,165 effects (22.85%) took place in the sense, that in-
creasing or decreasing effects of drugs on vital signs matched corresponding
level changes.
contradiction: 4,070 contradictions (18.01%) of the interventions, were detec-
ted. The observed level change of a vital sign went into the opposite direction
of the knowledge-based prediction.

First, we started a knowledge revision process using concept formation using the
methods of Stefan Wrobel [24]. A concept is learned that separates successful
rule applications, i.e., those, where the rules are not in conflict with the obser-
vations, from rule applications that lead to a contradiction. However, no clear
separation could be found. Hence, we weakened the task to filtering out influen-
tial aspects. For learning, we chose 5,466 interventions with their effects being
classified as conform (including the weak conformity described above) and as not
conform. Eleven predicates about the patient and the medications established
the structured hypothesis space. Of all possible combinations, 121 hypotheses
had to be tested. The findings were:

- The rule stating that lowering a dose of a drug that increases the obser-
ved vital sign should lower the respective vital sign is less reliable than the
opposite rule.

- If combined with the age of the patient being around 55 years or the weight
of the patient being small, the rule for effects of decreasing a medication is
particularly unreliable.

- The weight of the patient alone has no impact on the reliability of action-
effect rules.

- For elderly patients (65 year and older), the weight is an influential feature.
- To our surprise, the amount of reducing or increasing the dose is not a rele-

vant aspect for explaining contradictions, neither alone nor in combination
with other features.

Relational learning did a good job in generating and testing many hypotheses.
However, the learning results clearly show that the decisive features that would
distinguish successful rule applications from contradictory ones are not present
in the data. This lead to careful inspection of contradictory cases.Medical expla-
nation for the contradictions include the following aspects:

- Cardiac output measurements could explain many of the inconsistencies.
Cardiac output measurements were not included in this data as they were
acquired discontinuously at varying time intervals.

- Values for fluid intake and output (I/O) were also not included in initial
data set for the same reason. Especially rapid fluid intake can significantly
counteract or modify the effect of the vasoactive drugs in the current data
sample. Both I/O and cardiac output values will be included in future vali-
dation sets.

- Depending on the actual state of disease and individual predisposition pati-
ents may show a great inter- and intraindividual variability in their response
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to drug interventions. This is an effect that from a mechanistic perspective
is very difficult to control.

- The increase of a vasoactive drug will also exert a more immediate effect
than its decrease, because the halftime of a drug after decrease is typically
longer. In theory, these pharmacodynamic and pharmacokinetic properties
could also be modeled in the knowledge base.

5 Discussion

We present an approach to integrating statistical and knowledge-based methods
for patient monitoring in intensive care. This application involves high dimen-
sional time series data, demanding high quality decision support under real time
constraints. It requires the integration of numerical data and qualitative know-
ledge. Validating the knowledge base is of particular importance.These properties
make this case study a representative for a large number of applications in me-
dicine and engineering.
The overall system is designed such that it can be applied at the hospital. The sy-
stem exploits patients’ data as given and outputs operational recommendations
for interventions. The knowledge base could easily be validated against existing
real-world data. The combination of knowledge-based and statistical approaches
eases the development of medical decision support systems.
Our next steps are the addition of a limited number of variables, like cardiac
output and I/O, to probably solve the majority of contradictions. A comparison
with a hemodynamic knowledge base that is currently developed at the LDS
hospital at Salt Lake City is planned. The LDS knowledge base does not take
the stream of measurements as input, but reads vital signs on demand. It cannot
be applied to past data and be evaluated with respect to them, because there
is no component for checking consistency. We plan to transfer the knowledge
base into our system so that it can be tested on patients’ data. The impact of a
stream of data (our approach) as opposed to some selected points in time when
a vital sign is read (the LDS approach) will be investigated carefully.
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